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Today's lecture

• Policy evaluation + improvement = RL


• Value Iteration, Generalized Policy Iteration


• Model-free RL


• Exploration
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System state

st st+1st-1
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• Markov Decision Process (MDP)


‣ State?


‣ Action?


‣ Reward?


‣ Value?


System = agent + environment

st+1stst-1

at-1 atagent

environment

ppst`1|st, atq

<latexit sha1_base64="jwWo9QiyYTQqaiHEzaDLgOdpW/A=">AAABLHicSyrIySwuMTC4ycjEzMLKxs7BycXNw8vHLyAoFFacX1qUnBqanJ+TXxSRlFicmpOZlxpaklmSkxpRUJSamJuUkxqelO0Mkg8vSy0qzszPCympLEiNzU1Mz8tMy0xOLAEKxQvIxaQWVnMVaBTHV5doG9Yq1CgUx5foKCTGl2hy1XJxxQsoG+gZgIECJsMQylBmgIKAmJjMvILSkuqU/ORakGZDdKWYjDAjPUMTPZNAI2UHD4gpHNJKGobmDh4BocktqzZvOfj83QeIBCMj1B5hBlTwEwBIsUst</latexit>

⇡pat|stq

<latexit sha1_base64="5U2TRZgTWQl+5IIEgBXJN0Sx3o0=">AAABWHicSyrIySwuMTC4ycjEzMLKxs7BycXNw8vHLyAoFFacX1qUnBqanJ+TXxSRlFicmpOZlxpaklmSkxpRUJSamJuUkxqelO0Mkg8vSy0qzszPCympLEiNzU1Mz8tMy0xOLAEKxQuYq8akFlZzqRZoFMdXl2gb1irUKBTHl+goJMaXaHKp1nJxgeVjCjI1gCIQSU2uWq54AWUDPQMwUMBkGEIZygxQEBATk5lXUFpSnZKfDNZsiK4UkxFmpGdoomcSaKTs4AE1hoNBmkGJQYPBkMGcwYHBgyGAIZQhmWEuw2GGMwxnGW4xMjCyM3JClDIxQvUIM6AARiEALgRPnw==</latexit>



Roy Fox | CS 175 | Winter 2020 | Lecture 3: Reinforcement Learning

Optimality principle
• Proposition: If    is a shortest path from    to      that goes through    , then a suffix 

of    is a shortest path from     to


• It follows that for all


• The optimal policy is


Algorithm 1 Bellman-Ford
V psf q – 0
V psq – 8 @s P Sztsfu
for ` from 1 to |S| ´ 1 do

V psq – minaPAt1 ` V pfps, aqqu @s P Sztsfu
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How to trade off short-term and long-term rewards?


• Finite:


• Infinite:


• Discounted:


• Episodic:


Learning setting is usually episodic, but return is usually discounted

R “
8ÿ

t“0

�trpst, atq 0 § � † 1

<latexit sha1_base64="xP30VnErIyq6MVTSplkQDa1sIMI=">AAACH3ichY27TsMwGIXtcivhVmBk+UVVkQpUJVUlFpAqWBgLomkH08hJ3coidzuIKsoLsMIL8DRsiLUvg0hLBtIOnOkc+/tsK3C4kJo2xaWV1bX1jfKmsrW9s7tX2T8whB9HNuvavuNHfYsK5nCPdSWXDusHEaOu5bCe9Xg9u+89sUhw37uXk4A9uHTs8RG3qcyOzMp3jbAwUWrkmSu1VFHyKQrDHBXmSWEB8VgIC4yhijpcAnG5Z1IgCehwCoY6UsUZ0HodSPqXJgHPeRqN/1Hmxt2MFbFrJjJrWjpICPdGcpICGVPXpQMJkSpMmZmmzNQwjOkQNCAOywm4AF1JFbNS1RraPLBc9LxUUZ4Oyf4JYpkMfXsu64vocjGaDb3VaN02q+2r/JkyOkLHSEU6OkdtdIM6qItsPMQv+BW/4Xf8gT/x1y9awrlziArB0x+w4Ino</latexit>

Horizon classes

R “
T´1ÿ

t“0

rpst, atq
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R “ lim
TÑ8

1

T

T´1ÿ

t“0

rpst, atq
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R “
T´1ÿ

t“0

rpst, atq s.t. sT “ sf
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Policy evaluation

• Distribution over trajectories:


• Expected return:


• State value function:


• Recursively:


p⇡p⇠q “ pps0q
π

t

⇡pat|stqppst`1|st, atq
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E⇠„p⇡ rRs
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<latexit sha1_base64="msHClrbJwhp7iv7wZkpVMF5lfdc="></latexit>

V⇡psq “ Ea|s„⇡rrps, aq ` � Es1|s,a„prV⇡ps1qss
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Model-free policy evaluation
• Monte Carlo (MC) evaluation:


• Temporal-Difference (TD) evaluation:


‣ Only works on-policy


• Off-policy version:


⇠i|s „ p⇡ V psq “ 1

N

ÿ

i

Ri
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Q⇡ps, aq “ E⇠„p⇡ rR|s0 “ s, a0 “ as
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for each psi, ai, ri, s1
iq : �V psiq – ↵pri ` �V ps1

iq ´ V psiqq
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for each psi, ai, ri, s1
iq : �Qpsi, aiq – ↵pri ` � Ea1|s1

i„⇡rQps1
i, a

1qs ´ Qpsi, aiqq
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Policy improvement

• A value function suggests the greedy policy:


• Proposition: the greedy policy for        is never worse than


‣ Generally: the greedy policy for                               is never worse than      or


• Corollary 1: the optimal policy      is greedy for


• Corollary 2: all fixed points of                                             have


Bellman optimality

⇡psq “ argmax
a

Qps, aq “ argmax
a

prps, aq ` � Es1|s,a„prV ps1qsq
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Q˚ “ Q⇡˚
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⇡psq “ argmax
a

Q⇡ps, aq
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Q⇡ “ Q˚
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The RL scheme

policy evaluation

policy improvement
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Value Iteration

• Repeat:


‣ Must update each state repeatedly until convergence

V psiq – max
a

prpsi, aq ` � Es1|si,a„prV ps1qsq
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Generalized Policy Iteration

• Alternate by some schedule:


V psiq – Ea|si„⇡rrpsi, aq ` � Es1|si,a„prV ps1qss
⇡psiq – argmax

a
prpsi, aq ` � Es1|si,a„prV ps1qsq
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Model-free reinforcement learning

• MC:


• Q-learning (TD):


⇠i|s, a „ p⇡ Qps, aq – 1

N

ÿ

i

Ri

⇡ – argmaxQ
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�Qpsi, aiq – ↵pri ` �max
a1

Qps1
i, a

1q ´ Qpsi, aiqq
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Interaction policy

• In model-free RL, we often get data by interaction with the environment


‣ How should we interact?


• On-policy methods (e.g. MC): must use current policy


• Off-policy methods: can use different policy — but not too different!


‣ Otherwise may have train–test distribution mismatch (with Deep RL)


• In either case, must make sure interaction policy explores well enough
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Exploration policies

• ε-greedy exploration: select uniform action w.p. ε, otherwise greedy


• Boltzmann exploration:


‣ Becomes uniform as              , greedy as

⇡pa|sq “ sm
a

pQps, aq; �q “ expp�Qps, aqq∞
a1 expp�Qps, a1qq
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Partial observability

• Need to infer something about the state from observations


• Optimal inference is Bayesian, maintain belief


• Can define MDP over belief space


‣ But it's very large!


• Many methods and tricks: PBVI, PSR, etc.


• This is one topic Deep RL makes conceptually much easier

bpst|observable historyq
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Recap

• Bellman optimality = policy is greedy for its own value


• Can optimize by iterating policy evaluation ↔ policy improvement


• On-policy (e.g. MC) vs. off-policy (e.g. TD / Q-learning)


• Exploration should reach all states often enough

policy 
evaluation

policy 
improvement


